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CpeacrBa MHOronoTo4YHOro NporpaMMmupoBaHus

YpoBeHb
nosnb3oBartens
(User space)

YpoBeHb siapa
(Kernel space)

MpuknapHblie 6UM6AKMOTEKM A3bIKM NnporpaMMMUpOBaHUS
» |ntel Threading Building Blocks
(TBB) = OpenMP » C# Threads
= Microsoft Concurrency Runtime (C/C++/Fortran) = Java Threads
= Apple Grand Central Dispatch = |ntel Cilk Plus » Erlang Threads
= Boost Threads » C++11 Threads = Haskell Threads
= Qthread, MassiveThreads = C11 Threads

CucreMHble 6ubnMoTeKkn (System libraries)

POSIX Threads Win32 API/NET Threads Apple OS X Cocoa, Pthreads

Thread Thread Thread Thread Thread Thread Thread .ed Thread

___________________________________________________________________________________________________________

Kernel Kernel Kernel Kernel Kernel Kernel Kernel s Kernel
thread thread thread thread thread thread thread thread

Process scheduler

OnepauuMoHHas cuctema
GNU/Linux, Microsoft Windows, Apple OS X, IBM AlX, Oracle Solaris, ...

Hardware (Multi-core processor, SMP/NUMA)

clone()
(Linux syscall)
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MNopanepxka KoMNUAATOpamMm

Compiler Information

Option: -fopenmp

gcc 4.7 - OpenMP 3.1
gcc 4.9 - OpenMP 4.0
gcc 5.x - Offloading
gcc 11 — OpenMP 4.5 >

GNU GCC
https.//gcc.gnu.org/wiki/openmp

Clang (LLVM) Option: -fopenmp
http://openmp.llvm.org/ Clang 3.8.0 - OpenMP 3.1

Clang + Intel OpenMP RTL (http://clang-omp.github.io/)
Intel C/C++, Fortran OpenMP 4.x
https.//software.intel.com/en-us/c-compilers/ Option: —Qopenmp, —openmp

OpenMP 4.0

Oracle Solaris Studio C/C++/Fortran .
Option: —xopenmp

Option: /openmp

Microsoft Visual Studio C++ OpenMP 2.0 only

http.//www.openmp.org/resources/openmp-compilers/



https://gcc.gnu.org/wiki/openmp
http://openmp.llvm.org/
https://software.intel.com/en-us/c-compilers/
http://www.openmp.org/resources/openmp-compilers/

Mopaenb BbinonHeHus OpenMP-nporpammbl

AuHamuueckoe ynpasneHue notokamu B mopenu Fork-Join:

v Fork - nopoxpaeHne HOBOro nNoToka

v" Join - oXunpaHue 3aBepLieHns NoToKa Parallel
(06bbeanHeHUE NMOTOKOB YrpaB/ieHUs) region

OpenMP-nporpaMmma — COBOKYMHOCTb
nocnenoBaTesibHbIX Y4aCTKOB Koaa (serial code) Barrier
M napannenbHblix pernoHos (parallel region)

Kaxkabl NOTOK nMeeT nornyeckunim Homep: 0, 1, 2, ...

. Parallel
[naBHbIN NOTOK (Master) nmeet HoMep 0 region

[MapannenbHble pernoHbl MOryT ObITb BIOXKEHHbIMY o
arrier



OpenMP: Hello, World

#include <stdio.h>
#include <omp.h>

int main(int argc, char **argv)

{

#pragma omp parallel /¥ <-- Fork */

{

printf("Hello, multithreaded world: thread %d of %d\n",
omp_get_thread num( ), omp_get_num_threads());

3 /* <-- Barrier & join */

return 0;



KomMmnuaauua v 3anyck OpenMP-nporpaMmmbl

$ gcc -fopenmp -o hello ./hello.c

$ ./hello

Hello, multithreaded world: thread ©
Hello, multithreaded world: thread 1
Hello, multithreaded world: thread 3
Hello, multithreaded world: thread 2

= [lo yMOJIYAHMIO KONMYECTBO NOTOKOB B MapasniesibHOM PerMoHe paBHO YnCny
NOTMYECcKMX NpoLEeCcCOpoOB B CUCTEME

= [lopsimoK BbINMOMHEHMS NOTOKOB 3apaHee HEM3BECTEH — ONpenensaeTcs
NNAHMPOBLUMKOM ONEPALMOHHOMN CUCTEMBI



YKasaHue yncia NoToKoB B Napasie/ibHbIX permoHax

¢ export OMP NUM THREADS=8

$ ./hello

Hello, multithreaded world: thread
Hello, multithreaded world: thread
Hello, multithreaded world: thread
Hello, multithreaded world: thread
Hello, multithreaded world: thread
Hello, multithreaded world: thread
Hello, multithreaded world: thread
Hello, multithreaded world: thread

NOOuT O WNBE
CO OO OO OO OO GO OO ©O




3agaHue Yyucsa NoToKoB B Napanie/sibHOM permoHe

#include <stdio.h>
#include <omp.h>

int main(int argc, char **argv)

{
#pragma omp parallel num_threads(6)
{
printf("Hello, multithreaded world: thread %d of %d\n",
omp_get thread num( ), omp _get num_threads());
b
return 0;



3agaHue Yyucsa NoToKoB B Napanie/sibHOM permoHe

$ export OMP_NUM THREADS=8

$ ./hello

Hello, multithreaded world: thread
Hello, multithreaded world: thread
Hello, multithreaded world: thread
Hello, multithreaded world: thread
Hello, multithreaded world: thread
Hello, multithreaded world: thread

= Nlnpektnea num_threads nmeet npnoputeTt Hag 3HAYEHMEM NEpPEMEHHOMN cpebl
oKpy*eHnsa OMP_NUM_THREADS



CnUCOK NOTOKOB MnpolLiecca

#include <stdio.h>
#include <omp.h>
#include <time.h>

int main(int argc, char **argv)

{

#pragma omp parallel num_threads(6)

{
printf("Hello, multithreaded world: thread %d of %d\n",

omp_get_thread_num( ), omp_get_num_threads());

/¥ Sleep for 30 seconds */

nanosleep(&(struct timespec){.tv_sec = 30}, NULL);
by

return 0;



CnUCOK NOTOKOB MnpolLiecca

$ ./hello &
$ ps -eLo pid,tid,psr,args | grep hello

6157/
6157/
6157/
6157/
6157/
6157/
6165

6157
6158
6159
6160
6161
6162
6165

0

./hello
./hello
./hello
./hello
./hello

g

/hello
rep hello

Homep npouecca (PID)

Homep notoka (TID)
JNlornueckuii npoueccop (PSR)
Ha3sBaHue ncnosaHsaemoro ¢pamna

* MHdopMaLmsa 0 1orMYecKuxX npoLeccopax CUCTEMbI:

[ /proc/cpuinfo
[ /sys/devices/system/cpu



#pragma omp parallel

10 Parallelism Generation and Control

This chapter defines constructs for generating and controlling parallelism.

10.1 parallel Construct

Name: parallel Association: block
Category: executable Properties: parallelism-generating, can-

cellable, thread-limiting, context-matching

Clauses
allocate, copyin, default, firstprivate, if, num threads, private,
proc_bind, reduction, shared

Binding
The binding thread set for a parallel region is the encountering thread. The encountering thread
becomes the primary thread of the new team.

Semantics

When a thread encounters a parallel construct, a team of threads is created to execute the
parallel region (see Section 10.1.1 for more information about how the number of threads in
the team is determined, including the evaluation of the 1 £ and num_threads clauses). The
thread that encountered the parallel construct becomes the primary thread of the new team,
with a thread number of zero for the duration of the new parallel region. All threads in the new
team, including the primary thread, execute the region. Once the team is created, the number of
threads in the team remains constant for the duration of that parallel region.

Within a parallel region, thread numbers uniquely identify each thread. Thread numbers are
consecutive whole numbers ranging from zero for the primary thread up to one less than the
number of threads in the team. A thread may obtain its own thread number by a call to the
omp_get_thread_ num library routine.

A set of implicit tasks, equal in number to the number of threads in the team, is generated by the
encountering thread. The structured block of the parallel construct determines the code that
will be executed in each implicit task. Each task is assigned to a different thread in the team and
becomes tied. The task region of the task that the encountering thread is executing is suspended and
each thread in the team executes its implicit task. Each thread can execute a path of statements that
is different from that of the other threads.

= team of threads

= primary thread (thread 0)
= implicit task

= tied task

int main(int argc, char **argv)

{

// CospaeTcs rpynna M3 4 NOTOKOB
// 4 3ajaym — Mo OAHOM Ha KaXAaplh MOTOK
#pragma omp parallel num_threads(4)

{
by

return 0O;

/* Code */



YMHOXeHue MaTpuLbl Ha BEKTOp

DGEMV - BLAS Level 2
(BLAS - Basic Linear Algebra Subroutines)



YMHOXeHue MaTtpuubl Ha BeKTop (DGEMYV)

= TpebyeTca BbIUMCINTb NPOU3BEAEHME MPAMOYrOIbHOWM MaTpuLbl A pa3Mepa m X n
Ha BekTOop-cToNbel B pasmepa m X 1 (BLAS Level 2, DGEMYV)

mel — Am><n 'anl

C1 a1 412 - Ay bq
c a a . a

c=| A =| P21 A2 2n 5 b,
Cm aml amz see



DGEMV: nocnepoBaTtenbHaga Bepcus

/*

* matrix_vector_product: Compute matrix-vector product c[m] = a[m][n] * b[n]
*/

void matrix_vector product(double *a, double *b, double *c, int m, int n)

{

for (int 1 = 0; 1 < m; 1i++) {

c[i] = 0.0;
for (int j = 0; j < n; j++)
c[i] += a[i * n + J] * b[J];



DGEMV: nocnepoBaTtenbHaga Bepcus

void run_serial()

{

double *a, *b, *c;

a = xmalloc(sizeof(*a) * m ¥ n);
b = xmalloc(sizeof(*b) * n);
c = xmalloc(sizeof(*c) * m);

for (int 1 = 0; 1 < m; i++) {
for (int j = 0; j < n; j++)
ali *n + 3] =1+ 3;

by

for (int j = 0; j < n; j++)
b[J]1 = 3;

double t = wtime();

matrix_vector_product(a, b, c, m, n);
t = wtime() - t;

printf("Elapsed time (serial): %.6f sec.\n", t);
free(a);
free(b);
free(c);



DGEMV: napannenbHaga Bepcus

A[m][n] C[m]
B[n]
for (int 1 = @; 1 < m; 1i++) { TpeboBaHua K napannenbHOMy anropuTmy
c[i] = 0.0;
fc[Jr](int j=0; 3 <n; j++) " MakcuManbHas 3arpy3ka NOTOKOB BblYMCIEHMUAMU
c[i] += a[i * n + j] * b[]j]; = MWHUMYM COBMECTHO UCMOJIb3YEMbIX YEEK

) NnaMaTM — He3aBUCUMMble 061acTH AdHHbIX



Motok 1

MoTtok 2

Motok 3

Motok 4

A[m][n]

DGEMYV: napannenbHas sepcus

C[m]

< n; j++)
n+ j] * bli];

PacnapannenMBaHMe BHELWHEro umKna

Kakabl1 NOTOK BblYMCASET m/p nocnenoBaTeNbHbIX
PacnoNoXeHHbIX 3n1eMeHToB BekTopa (/]

KaxablW MOTOK YUTAET SNEMEHTbI 13 TOPU30HTA/IbHOM
Monocbl Matpuubl Afi,j], @ TakxKe BCe 3nemMeHTbl BeKkTopa BJj]



DGEMV: napannenbHaga Bepcus

/* matrix_vector_product_omp: Compute matrix-vector product c[m] = a[m][n] ¥ b[n] */
void matrix_vector_ product_omp(double *a, double *b, double *c, int m, int n)

{

#pragma omp parallel
{
int nthreads = omp_get num_threads();
int threadid = omp_get thread num();
int items_per thread = m / nthreads;
int lb = threadid * items_per_ thread;
int ub = (threadid == nthreads - 1) ? (m - 1) : (lb + items_per_thread - 1);
for (int 1 b; 1 <= ub; i++) {
c[i] =

for (in

L
.0
J
+

L1t © |

< n; j++) A[m][n]
n

=@,j
=afi *n+ 3] *Db[Jl;

b

= Kaxabl NOTOK BbIYMCASIET m/p NnocnenoBaTeNbHbIX 3N1€MEHTOB

pe3ynbTupytolero sekropa C([m]
» Ecnan m He penutcsa 6€3 ocTaTka Ha p, OCTAaTOK Ha3HA4yaeTcs NOToKy p - 1 (paBHOMEpHas 3arpy3ka NOTOKOB?)



DGEMV: napannenbHaga Bepcus

void run_parallel()

{

double *a, *b, *c;

// Allocate memory for 2-d array a[m, n]
a = xmalloc(sizeof(*a) * m * n);

b = xmalloc(sizeof(*b) * n);

c = xmalloc(sizeof(*c) * m);

for (int 1 = 0; 1 < m; i++) {
for (int j = 0; j < n; j++)
a[i * n + 3] =1+ 3j;
by
for (int j = 0; j < n; j++)
b[3] = 3;

double t = wtime();
matrix_vector_ product _omp(a, b, c, m, n);
t = wtime() - t;

printf("Elapsed time (parallel): %.6f sec.\n", t);
free(a);
free(b);
free(c);



DGEMV: napannenbHaga Bepcus

int main(int argc, char *¥*argv)

{
printf("Matrix-vector product (c[m] = a[m, n] ¥ b[n]; m = %d, n = %d)\n", m, n);
printf("Memory used: %" PRIu64 " MiB\n", ((m * n + m + n) *¥ sizeof(double)) >> 20);

run_serial();
run_parallel();

return 0;



AHanu3 a¢pdektuBHoct OpenMP-Bepcun

= BBepemM 0003HauYeHUA:

O T(n) - BpeMs BbINOJIHEHUS NOCNea0BaTeNbHOM NporpaMmbl (serial program) npu 3agaHHOM
pasMepe N BXOAHbIX OAHHbIX

d T,(n,p) - BpeMs BbINONHEHWS NapannenbHoit nporpamMmel (parallel program) ¢ p notokamu
Npu 3a4aHHOM pa3sMepe N BXOAHbIX AaHHbIX

= KoadduuueHt S,(n) yckopeHuns napannenbHon nporpamm (Speedup):

S (n) — T(n) Bo cKonbKO pa3 napannenbHas
P Tp(n) NPorpaMMma BbINOJIHAETCA Ha p
NPOLECCOPHbIX fApax bbicTpee
nocseaoBaTe/IbHOM NMPOorpamMmsl Npm
06paboTKe 0AHUX U TEX XKE AaHHbIX
SP (n) s p pasMepan

= Kak npasuno

= Llenb pacnapannenusaHus -
[LOCTUYb JIMHEMHOTO YCKOPEeHUS Ha HanbosbLLeM Yncie NpoLeccopos: S, (1) = cp, npup —»oounc >0



AHanus addpekTusHoctn OpenMP-Bepcun

KonuyecTtso noToKoB

Mo N 2 4 6
T; T; S; T4 S Ts S¢ [F: Ss
20 OQO 0.73 [ 0.34 | 212 | 0.24 | 3.11 | 0.23 | 3.14 | 0.25 | 2.84
(~ 3 GiB)
40 000
(~ 12 GiB) 298 | 1.30 |1 2.29 | 095 | 3.11 | 091 | 3.21 | 0.87 | 3.38
49 000
- 18 GiB) 1.23 | 3.69

BoiuucnutenbHbii y3en Knacrepa 2 x Intel Quad Xeon E5620:

= 8 apnep (2 x 4 cores)
24 GiB RAM - 6 x 4GB DDR3 1067 MHz

CentOS 6.5 x86_64, GCC 4.4.7

Kntoun komnmnsaummn: -std=c99 -Wall -02 -fopenmp

O B N W M U1 O N 00 O

Linear

M = 40000

M =20000

Huskaa MacwtabupyemocTsb!

MpuunHbI ?



DGEMV: KOHKypeHuus 3a AOCTYN K NaMATH

/* matrix_vector_product_omp: Compute matrix-vector product c[m] = a[m][n] * b[n] */
void matrix_vector_ product omp(double *a, double *b, double *c, int m, int n)

{

#pragma omp parallel

{
int nthreads = omp_get num_threads();
int threadid = omp_get thread num();
int items per thread = m / nthreads;
int lb = threadid * items_per_ thread;
int ub = (threadid == nthreads - 1) ? (m - 1) : (lb + items _per thread - 1);
for (int i1 = lb; i <= ub; i++) {
c[i] = 0.0; // Store - 3anucb B NaMATb
for (int j = 0; j < n; j++)
// 4 obpaweHnsa k namatu: Load c[i], Load a[i][]j], Load b[j], Store c[i]
// 2 apubMeTmyeckue onepaumm + un ¥
c[i] = c[i] + a[i * n + j] * b[j];
by
Y ’ = DGEMV - data intensive application

= KOHKypeHUMSs 33 JOCTYN K KOHTponepy namMaTm
= ALU spep 3arpy>eHbl HE3HAUYUTENbHO



KoHdurypauma ysna knacrepa

BbluncantenbHbln y3en: NUMA-node O NUMA-node 1

= System board: Intel 5520UR (NUMA-cuctema)
= [Ipoueccopbl cBA3aHbl WinHoM QPI Link: 5.86 GT/s
= 24 GiB RAM - 6 x 4GB DDR3 1067 MHz

_______________________

$ numactl --hardware

Intel™ 5520
Senes Chipsel

available: 2 nodes (0-1)
node @ cpus: @ 2 4 6
node O size: 12224 MB
node O free: 11443 MB
node 1 cpus: 1 3 57 Reas LS8 Connactors e
1
1
d

Enginas®
Pilot Il
Controller

node size: 12288 MB ——- ], won
node 1 free: 11837 MB R 5,

node distances: i = .

node %] 1
http://download.intel.com/support/motherboards/server/s5520ur/sb/e44031012 s5520ur s5520urt tps r1 9.pdf

0: 10 21
A N



http://download.intel.com/support/motherboards/server/s5520ur/sb/e44031012_s5520ur_s5520urt_tps_r1_9.pdf

NUMA (Non-Uniform Memory Access)

NUMA-cuctema — MHoronpoueccopHasi cuctemMa € obiein namaTbio:

" KaX[AbIW rpoueccop (rpynna npoLeccopos, S4ep) MMeKT AOCTYN K CBOEN PU3NYECKOM NaMaTu
yepes BblAesIeHHbIN KOHTpONnep

= 10CTYN K GU3MYECKOM NaMaATH ApYrMx NpoLEeccopoB OCYLLECTBNSETCS YEPE3 MEXMPOLLECCOPHOE
COeINHEHUE

NUMA node — COBOKYMHOCTb MPOLECCOPHbIX S0P U UX NOKANbHOW MNaMATH
(NUMA-y3en MmoxeT He MMeTb npoueccopa)

Local node — nokanbHbi gnsa aapa NUMA-y3en (oocTyn K namMsatn yepes NoKanbHbIM KOHTpOSiep
MaMaTw)

Remote node — yganeHHbin NUMA-y3en (goctyn K naMsT yepes MexnpoueccopHoe coeauHeHue
+ KOHTPOANEep NaMaTH)



NUMA (Non-Uniform Memory Access)

= PasoueHne Ha NUMA-y3nbl nporpaMmmHo-HactpauBaemMoe (BIOS/UEFI):  2xintel Cascade Lake (20 cores, 2 Sub-NUMA Clusters)
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o Intel Sub-NUMA Clustering, AMD EPYC Channel-Interleaving, §==“== i.wili
Huawei Channel Interleaving/One Numa Per Socket mmma '!'E' | Dstancelll]
(| | ijloJ1]2]3
ERE EEEE TTi6/10[2s152
(N ....i 2 82(25/10(16
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https://uefi.org/specs/ACPI/6.5/17_NUMA_Architecture_Platforms.html

GNU/Linux NUMA
AByxnpoueccopHbix cepsep, 2 NUMA-y3na

$ grep NUMA=y /boot/config- uname -r°
CONFIG_NUMA=y

CONFIG_AMD_NUMA=y

CONFIG_X86_64_ ACPI_NUMA=y
CONFIG_ACPI_NUMA=y

$ dmesg | grep -i numa
[ 0.000000] NUMA: Initialized distance table, cnt=2
[ 0.000000] NUMA: Node © [mem Ox00000000-0x7fffffff] + [mem 0x100000000-0x87fffffff] -> [mem Ox00000000-0x87fffffff]

[ 0.000000] mempolicy: Enabling automatic NUMA balancing. Configure with numa_balancing= or the kernel.numa_balancing
sysctl

[ 0.3527907] pci_bus 0000:ff: Unknown NUMA node; performance will be reduced

[ 0.3612367] pci_bus 0000:7f: Unknown NUMA node; performance will be reduced

[ 0.390115] pci_bus 0000:00: on NUMA node ©

[ 0.397086] pci_bus 0000:80: on NUMA node 1

$ cat /sys/devices/system/node/possible

0-1
$ cat /sys/devices/system/node/online
0-1
$ lscpu | grep -i numa
NUMA node(s): 2
NUMA node@® CPU(s): 0-7,16-23

NUMA nodel CPU(s): 8-15,24-31



GNU/Linux NUMA
CucteMa C OAHMM MHOTOS14ePHbBIM NPOLECCOPOM

$ grep NUMA=y /boot/config- ‘uname -r°
CONFIG_NUMA=y

CONFIG_AMD_NUMA=y
CONFIG_X86_ 64 ACPI NUMA=y
CONFIG_ACPI_NUMA=y

$ cat /sys/devices/system/node/online

%)

$ lscpu | grep -i numa

NUMA node(s): 1
NUMA node@® CPU(s): 0-7

= https://www.kernel.org/doc/html/latest/admin-guide/mm/numa_memory_policy.html
» https://www.kernel.org/doc/Documentation/ABIl/stable/sysfs-devices-node

= https://www.kernel.org/doc/html/latest/admin-guide/numastat.html



GNU/Linux NUMA
AByxnpoueccopHbix cepsep, 2 NUMA-y3na

$ numactl --hardware
available: 2 nodes (0-1)
node @ cpus: @1 2 345 6 7 16 17 18 19 20 21 22 23

node O size: 32072 MB
node O free: 31609 MB
node 1 cpus: 8 9 10 11 12 13 14 15 24 25 26 27 28 29 30 31
node 1 size: 32209 MB
node 1 free: 31243 MB
node distances:
node (%] 1
0: 10 21
1: 21 10

$ numactl --show

policy: default

preferred node: current

physcpubind: 0 1 2 34 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31
cpubind: 0 1

nodebind: 0 1

membind: @ 1



GNU/Linux NUMA

»  [nga kaxgoro NUMA-y3na s4po noaaepXmBaeT CnMcok GUsndeckmin CTpaHuL, NamsTu, 30H Nnamsatu (memory
zone), a TaKkXKe TeKyLLYH CTaTUCTUKY MCMNOMb30BAHUS pecypCcoB

$ cat /proc/zoneinfo $ cat /sys/devices/system/node/node@/meminfo
Node @, zone DMA Node @ MemTotal: 32842028 kB
e Node @ MemFree: 32369688 kB
Node @, zone DMA32 Node @ MemUsed.: 472340 kB
pages free 473189 Node @ SwapCached: 0 kB
Node @, zone Normal Node © HugePages Total: %)
pages free 7615936 Node @ HugePages Free: %)
. Node @ HugePages Surp: %)
Node 1, zone DMA
. $ cat /sys/devices/system/node/node@/vmstat
Node 1, zone DMA32 nr_free_pages 8092422
Node 1, zone Normal numa_hit 2216296

pages free 7999278 numa_miss ©

. numa_foreign ©
numa_interleave 2021
numa_local 2213164
numa_other 3118



Monutuku ynpasnenua namatbio (Linux Memory Policy)

Monutuka namatn (memory policy) onpegenget c kakoro NUMA-y3na aapo 6ynet Bblaenats Gusmyeckue
CTPpaHULbl NAMATb

O6nactu peiicTBuA NOAUTUKMU (Scope)

@)

System Default Policy — BblaeneHue ctpanumy, naMatn ¢ NUMA-y3na nokanbHOro gns a4pa, Ha KOTOpoMm
BbinonHsaeTca npouecc (local allocation)

Task/Process Policy — nonuTtuka BbiaeneHnsa CTpaHuu, NaMaTh 41 BCero agpecHoro npoCcTpaHCTBa 3a4aHHOro
npouecca/notoka (no ymonyanuto — System Default Policy)

VMA Policy — nonutrka BblaeNeHUs CTpaHuML, NamMsaTH Ans 3a4aHHOro AMana3oHa aapecoB aapecHoro
MpOCTPaHCTBA NpoLecca

Shared Policy — nonuTtuka BblaeneHus CTpaHuL, NaMsaTH ons 3agaHHoM 061acTn, KoTopasi COBMECTHO
MCMNOJIb3YeTCs HECKOIbKMMM NpoLeccamu

Pexxum peicreua nonutnku (mode) onpenensetr NUMA-y3nbl, C KOTOPbIX BbIAENSOTCS CTPAHMLbI NAMSITH

©)

O

Bind — cTpaHuua namsatu Boigensetcs ¢ 6amxkanwero NUMA-y3na 13 3aa4aHHOM0 MHOXeCTBA

Preferred — ctpaHunua namatm solaensietcs ¢ 3agaHHoro NUMA-y3na, B ciyyae owmnbku naMsaTb Bblaenaercs ¢
6ankKanwero y3na ¢ A4O0CTaTOYHbIM 06bEMOM CBOOOAHOM NAMATH

Interleaved — cTpaHuubl NaMATH UMKANYECKM BblgenatoTca ¢ pasHbix NUMA-y3noB (YepenyoTcs)

Preferred Many — ctpaHuua namsatu soigensetcs NUMA-y3na u3 3agaHHOro MHOXeCTBa, B C/1y4ae OLWnbKu
NaMsTb Bblaenaercs ¢ bamxkanwero ysna ¢ 4oCTtatouyHbIM 06beMoM cBOHOAHON NaMaTH



A It

A It

A It

Linux Memory Policy API & CLI

Task Memory Policy

o long set_mempolicy(int mode, const unsigned long *nmask, unsigned long maxnode)

o Llong get_mempolicy(int *mode, const unsigned long *nmask, unsigned long maxnode,
void *addr, int flags)

VMA Memory Policy

o long mbind(void *start, unsigned long len, int mode, const unsigned long *nmask,
unsigned long maxnode, unsigned flags)

BoiaeneHune ctTpanuy namMatm ¢ NUMA-ysnos @, 1, npuBs3ka npouecca K npoueccopam NUMA-ysna 0
numactl --membind=0,1 --cpubind=0 ./app

YepepoBaHue BblgeneHns cTpaHuy namsatu ¢ NUMA-ysnos 0, 1
numactl --interleave=0,1 ./app

BoizeneHne cTpaHuy namMaTtu ¢ nokanbHoro NUMA-y3na
numactl --localalloc ./app



Linux NUMA-aware Scheduler

MnanupoBwmk npoueccos Linux popmupyet nepapxuyeckme aomenbl (scheduling domain), coorsercrayiouue
NUMA-Tononoruu cucrembol

YpoBHM (DOPMUPOBAHUS LOMEHOB:

o YpoBeHb annapaTHbIX NOTOKOB ofHoro aapa (L1): 6anaHcupoBaHmne 3arpy3kn OTHOCUTENBHO YacToe,
HeboNblUMEe U3NEPXKKM U3-3a MEepeHOCca NpoLecca B npeaenax rpynnbl (MMewT 001y Kell-naMsTh)

o YpoBeHb siaep ogHoro npoueccopa (L2): 6anaHcmpoBaHue 3arpy3km OTHOCUMTENIbHO pefko, U34EePXKKM 13-3a
nepeHoca npouecca B npeaenax AOMeHa (Ha HOBOM sape HeT AaHHbIX B Kell-naMsaTh)

o YposeHb npoueccopoB NUMA-y3na (L3): 6anaHcMpoBaHue 3arpy3ku OCyLecTBASEeTCS peakoe, BbICOKUe
M30EPXKKM M3-3a MepeHoca npouecca B npeaenax 4OMeEHa

[1naHnpoBaHue:

o [lpouecc 3an1aHUpPOBaH Ha BbINOJIHEHME: OCTAETCS HA TOM Xe NpoLeccope Unu nepeMeLlaeTcs Ha MeHee
3arpy>eHHbIn B npegenax gomeHa L1

O 3anyckaeTcs HOBbIM npouecc (exec()): AaHHbIX B KeW-NaMATH HeT, NIAHMPOBLUMK NOAHMMAETCS NO MEPAPXUMU
LOMEHOB M BblIbDMpPaeT HAMMEHee 3arpyXXeHHbIn npoueccop

Scheduling domains // https://lwn.net/Articles/80911/
Scheduler domains // https://docs.kernel.org/scheduler/sched-domains.html



https://lwn.net/Articles/80911/
https://docs.kernel.org/scheduler/sched-domains.html

KoHdurypauus ysna knactepa Oak

BbluncantenbHbln y3en: NUMA-node O NUMA-node 1

= System board: Intel 5520UR (NUMA-cuctema)
= [Ipoueccopbl cBA3aHbl WinHoM QPI Link: 5.86 GT/s
= 24 GiBRAM - 6 x 4GB DDR3 1067 MHz

$ numactl --hardware

available: 2 nodes (0-1)
node @ cpus: @ 2 4 6
node size: 12224 MB
node free: 11443 MB

8 A Ha kakoM NUMA-y3ne (y3nax)
node 1 cpus: 1 35 7 W pasMelleHa Matpuua A n Bektopsbl B, C?

1 o

1

d

size: 12288 MB
node free: 11837 MB
node distances:
node 4] 1

O: 10 21

1: 21 10

node

http://download.intel.com/support/motherboards/server/s5520ur/sb/e44031012 s5520ur s5520urt tps r1 9.pdf



http://download.intel.com/support/motherboards/server/s5520ur/sb/e44031012_s5520ur_s5520urt_tps_r1_9.pdf

BoiaeneHne namatu norokam B GNU/Linux

» CrpaHuua namatm solgensetcs ¢ NUMA-y3na Toro notoka, KOTopbli NepBbin K HEM 00paTMAICS
(first-touch policy)

= JlaHHble XenaTenbHOo MHUUNAJTU3UPOBATb TEMU NMOTOKaMU, KOTOPbIE 6y,EI,yT C HUMU pa6OTaTb

void run_parallel()

{

double *a, *b, *c;

// Allocate memory for 2-d array a[m, n]
= xmalloc(sizeof(*a) * m * n);
= xmalloc(sizeof(*b) * n);

xmalloc(sizeof(*c) * m);

(int 1 = 0; 1 < m; i++) {
for (int j = 0; j < n; j++)
ali * n + 3] =14+ 3;

(int j = 0; jJ < n; j++)
b[j] = J;

NUMA-node 0 NUMA-node 1
RAM (12 GiB) RAM (12 GiB)
Bus
allll || bl |c
Cil|C2|C3]|cC4 Ci{C2|C3]|C4
Thread O

= [lotok O 3anpaluMBaeT BblaeNeHMe NaMaTh Nog,
MacCCUBbI

= [Joka xBaTaeT NaMsTH, 940 BblAenseT CTpaHuULbl
c NUMA-y3na 0, 3ateM ¢ NUMA-y3na 1



BbiaeneHue namatu notokam B GNU/Linux

= CtpaHuua namatu soigensetca ¢ NUMA-y3na Toro notoka, KOTOpbln NepBbIv K HEM 0bpaTuncs
(first-touch policy)

= JlaHHble XenaTenbHo MHNUNANTN3NPOBATb TEMU NMOTOKaMHU, KOTOPbIE 6y,£l,yT C HUMU paGOTaTb

void run_parallel()

{

double *a, *b, *c;

// Allocate memory for 2-d array a[m, n]
= xmalloc(sizeof(*a) * m * n);
= xmalloc(sizeof(*b) * n);

xmalloc(sizeof(*c) * m);

(int 1 = 0; 1 < m; i++) {
for (int j = 0; j < n; j++)
ali *n+ 3] =1+ 3;

(int j = 0; jJ < n; j++)
b[j] = 3J;

NUMA-node 0 NUMA-node 1
RAM (12 GiB) RAM (12 GiB)
Bus
allll || bl |c
C2 3| C4 Cil{C2|C3]|C4

5

]

Thread 0 Thread 1

:

]

Thread 2 Thread 3

= (Ob6palleHne K MaccmBaMm M3 MNOTOKOB
NUMA-y3na 1 6yaet natm vyepes
MEXKMPOLLECCOPHYIO LWMHY B NaMaTb y31a 0




MapannenbHaa nHUUMaAU3aLMNA MAaCCUBOB

void run_parallel()

{
// Allocate memory
double *a = xmalloc(sizeof(*a) * m * n);
double *b xmalloc(sizeof(*b) * n);
double *c xmalloc(sizeof(*c) * m);

#pragma omp parallel
{
int nthreads = omp_get num_threads();
int threadid omp_get thread num();
int items_per_ thread = m / nthreads;
int lb = threadid * items per_ thread;
int ub = (threadid == nthreads - 1) ? (m - 1) : (lb + items_per_thread - 1);

for (int i = 1lb; i <= ub; it++) {
for (int j = 0; j < n; j++)
af[i *n + j] =1 + j; // CtTpaHuupl namaTtu BboigenswTcs ¢ NUMA-y3na noToka, KOTOPbIN
c[i] = 0.09; // VIHUUManM3upoBas 3/eMeHT MaccuBa

by

for (int j = 0; j < n; j++)
b[3] = J;

/* .00 ¥/



AHanu3s 3x¢ppektneHoctu OpenMP-Bepcum (2)

KonuuecTtBo noTokoB 5
8
M=N 2 4 6 i
T; I¥; S, T4 Sy Te Sé Ts Ss 6
5
20 090 0.73 1 034 | 212 | 0.24 | 3.11 | 0.23 | 3.14 | 0.25 | 2.84 4
(~ 3 GiB) 3
2
i 00.0 298 | 1.30 | 2.29 | 095 | 3.11 | 091 | 3.21 | 0.87 | 3.38 1
(~ 12 GiB) .
49 000
(~ 18 GiB) 1.23 | 3.69
Parallel initialization
w0 00.0 298 | 1.22 | 243 | 0.67 | 441 | 0.65 | 4.65 | 0.54 | 5.48
(~ 12 GiB) - o i}
49 000 \ ; .
(~ 18 GiB) 3 ; 0.83 | 5.41 ]
v v

CynepnuHeiiHoe yckopeHue (super-linear speedup): S, (1) > p

Linear
Par. init
M = 40 000
\&-‘O
M = 20000
6 8

HNanbHenwue onTMMMU3aLUn:

Yayqywunu macwma6upyemocmeo

JPPEKTUBHBIM AOCTYN K Kew-namsaTn
BexkTopu3auma koga (SSE/AVX)



Automatic NUMA Balancing

= dqapo Linux oTcnexueaeTt U nepMoamnveckun nepeMeLlaeT CTpaHuubl BUpTyansHon naMatu Ha NUMA-ysen,
C KOTOpPOro K HMM 4acTo 0bpaLLatoTcs npouecco

$ cat /proc/sys/kernel/numa_balancing
1

# Disable Automatic NUMA Balancing (current session)
echo @ > /proc/sys/kernel/numa_balancing

# Disable Automatic NUMA Balancing
$ sysctl -w kernel.numa_balancing=0



Automatic NUMA Balancing

* dopo nepnoamyeckn CKaHUpyeT aapecHoe NPOCTPAHCTBO NpoLecca M NOMeYaeT YacTb CTPAHUL, NaMATH ans
cpabaTtbiBaHUs obpaboTumka npu cnepyowem obpaweHnm K HMM (NUMA hinting fault — NHF)

» [lpu cpabatbiBaHmMn obpaboTumnka NHF aapy CTaHOBUTCS M3BECTEH UCTOYHMK 3anpoca — NpoLecc 1 ero
NUMA-y3en

= (CtpanHuua nepeHocutcs Ha apyron NUMA-y3en ecnu K Heil obpalatoTcs ABaXKAbl C OQHOIO U TOro Xe
NUMA-y3na (shared fault) nnm geaxasl obpalwiaetcs oauH 1 ToT e npouecc (private fault)

= MHOronoToYHblE MPUNOXKEHUA!

o [lceBpocnyvyariHoe MHOrOKpaTHoe obpalleHne K NPOM3BOJIbHbIM CTPAHML,AM M3 BCEX MOTOKOB:
cTpaHuubl MurpmpytoT mexagy NUMA-y3namu

o Kaxabi noTok obpawaetcs K cBoen 06nactn naMaTu (rpynne CTpaHuL): MUHUMYM MEPEeHOCOB CTPAHMULL

$ sysctl -a | grep numa_balancing

kernel.numa_balancing scan_delay ms = 1000 # 3apepxka nepen nepBbiM CKaHMpOBaHME MNAaMATWM MNpouecca

kernel .numa_balancing_scan_period_max_ms 60000 # Makc. BpeMsi CKaHMpPOBaHMS NaMATU MNpouecca

kernel.numa_balancing scan_period _min_ms 1000 # MuH. BpeMs CKaHMpPOBaHMA NaMAaATM npouecca

kernel .numa_balancing _scan_size mb = 256 # PasMep OkHa ckaHMpOBaHWA A8 OAHOTO Npoxopna

» Rik van Riel. Automatic NUMA Balancing //
https://events.static.linuxfound.org/sites/events/files/slides/summit2014 riel_ chegu_w_0340_automatic_numa_balancing_0.pdf



https://events.static.linuxfound.org/sites/events/files/slides/summit2014_riel_chegu_w_0340_automatic_numa_balancing_0.pdf

Cratuctuka soigeneHusa crpaHmy, namatu ¢ NUMA-ysna

$ cat /sys/devices/system/node/noded/numastat $ cat /sys/devices/system/node/nodel/numastat

numa_hit 3425512
numa_miss 9
numa_foreign @
interleave _hit 2021
Local node 3421949
other node 3505

numa_hit 6822476
numa_miss 9
numa_foreign 0
interleave _hit 1000
Llocal node 6814006
other node 8434

numa_hit

HPOLI,GCC 3arpawnBaeT BblaeNneHne CTpaHnUbl NAaMATHU C 3TOIO y3/1a, 3anpocC yCnewHo yaoB1IETBOPAETCA

numa_miss

HpOLI,ECC 3arpawnBaeT BblaeneHne NnaMaTn C pyroro ysna, Ho NnaMdaTb BblAENATCA C TEKYLLENO Y314

numa_foreign

HpOLI,ECC 3arpawnBaeT BblgeneHne naMaTh € 3ToOro y3Jjia, Ho NaMATb BblAENAETCA C APYroro y3sa

Llocal node

HPOLI,GCC 3anyuweH npoueccope 3Toro y3sa U naMdatb BblgesieHa C 3TOro y3sa

other node

HPOLI,GCC 3anyuweH npoueccope Apyroro ysna, Ho naMAaTb BblAe/1IeHa C 3TOro y31a

interleave hit

I'Ipm yepenoBaHMK 3anpainBaeTca BblgeneHne naMaTt C TEKYLWENo y3a, 3anpoc ycnewHo yaoBNeETBOPAETCA

= Ecniv 3anpoc NpoLuecca Ha BblAeNeHNe NaMaTh C NPeanoYMTaEMOro y3na yaoBAeTBOPEH, TO numa_hit yBenmMumMBaeTca Ha

npeanovynTaemMom yane

= B npoTnBHOM Cnyvae, Ha NpeanoYMTaeMoM ysne yBennunsaeTcs numa_foreign, a Ha y3ne € KOTOPOro BblAeNMAN NAMSITb
YBENMUYMBAETCS NUMA_MIss

https://docs.kernel.org/admin-quide/numastat.html



https://docs.kernel.org/admin-guide/numastat.html

CBopHag ctatMCTUKa BblaeneHusa crpaHuy, namatu ¢ NUMA-ysnos

$ grep -i numa /proc/vmstat
numa_hit 10206402

numa_miss @

numa_foreign ©
numa_interleave 3021
numa_local 10194405
numa_other 11903

KonnyecTBO CTpaHuL, OTMeyeHHbiX Ana nposepku goctyna (NHF)
KonnyecTBo 60NbWKMX CTpPaHUL, OTMeYeHHbIX Ana nposepku goctyna (NHF)
Konunyectso NHF

KonnuyecTBo NHF ¢ nokanbHbIX y3/10B

KonnyecTBOo nepemeweHHbiX CTpaHuy (BCe y3/bl, BCE MPUIOKEHUS)

numa_pte updates 350494
numa_huge pte_updates @
numa_hint_ faults 314809
numa_hint faults local 151721
numa_pages_migrated 62982

#F R OH OB OH



ABTOMaTM4YeCKM nepeHoc cTtpaHuy namatn (Automatic NUMA Balancing)
kernel.numa_balancing=1

$ ./dgemv_omp

# NREPS = 1

/proc/vmstat: numa_pages_migrated 924689

DGEMV C=A*B (c[m] = a[m, n] *¥ b[n]; m = 10000, n = 10000)
Memory used: 763 MiB

Master thread NUMA node: 1 (cpu 24)

Elapsed time (sec): 0.064324; 3109.27 GFLOPS

Performance counter stats for './dgemv_omp':

%) cpu-migrations:u 0

4K pages migrated

roc/vmstat: numa pages migrated 924689
ey SPERISE (16 threads, 2 NUMA nodes)

$ ./dgemv_omp

# NREPS = 100

/proc/vmstat: numa_pages_migrated 924689

DGEMV C=A*B (c[m] = a[m, n] *¥ b[n]; m = 10000, n = 10000)
Memory used: 763 MiB

Master thread NUMA node: 1 (cpu 24)

Elapsed time (sec): 0.053285; 3753.42 GFLOPS

Performance counter stats for './dgemv_omp'

9 cpu-migrations:u 97 665

4K pages migrated

/proc/vmstat: numa_pages_migrated 1022354 (0 LTS, 2 NG [8eEsS)

void run_parallel()
{
double *a, *b, *c;
malloc(sizeof(*a) * M * N);
malloc(sizeof(*b) * N);
c = malloc(sizeof(*c) * M);
for (int 1 = 0; i < M; i++) {
for (int j = 0; j < N; j++)
a[i * N+ j] =1+ 7;

(o)
I

for (int j = 0; j < N; j++)
b[31 = J;

int NREPS = 100; // MHOrOKpaTHbLIN MPOXOA MO MacCuBy
double t = wtime();
for (int 1 = @; i < NREPS; i++)
dgemv_omp(a, b, c, M, N);
t = wtime() - t;
t /= NREPS;

double gflops = M * N ¥ 2 * 1E-6 / t;
printf(«Elapsed time (sec): %.6f; %.2f GFLOPS\n»,
t, gflops);

free(a); free(b); free(c);

= 33 HEeCKONIbKO NPOX0A0B MO MaccMBaM a, b, ¢ BKoUYaeTcs 6anaHCUPOBLUMK M CTPaHULbI NepeHocaTcst Ha apyro NUMA-y3en



ABTOMaTHM4YeCcKMM nepeHoc cTtpaHmy namatn (Automatic NUMA Balancing)
kernel.numa_balancing=1

OMP_NUM_THREADS=16 ./dgemv_omp # NREPS=1000

$ sudo numatop
*¥%*%* Monitoring 394 processes and 480 threads (interval: 5.0s)

PID PROC RMA(K) LMA(K) RMA/LMA CPI *CPU%%
75634 dgemv_omp 5509.5 3474.8 1.6 0.58 6.9 * HacTb notokos obpauiaioTes
75621 numatop 10.7 74.0 0.1 1.07 0.0 K NaMAT! yRaNeHHOTOo
1341 telegraf 107.0 52.7 2.0 1.59 0.0 NUMA-yzna
1110 systemd-oom 13.0 11.6 1.1 3.78 0.0

» OO6palleHuni K namMaTm
yAaneHHoro y3na 6osbLie Ha

. . . 60% (RMA/LMA=1.6)
*¥%*%* Monitoring 390 processes and 476 threads (interval: 5.0s)

PID PROC RMA(K) LMA(CK) RMA/LMA CPI *CPU%%
75634 dgemv_omp 16415.3 43396.5 0.4 0.49 41.6
79577 numatop 10.7 60.8 0.2 1.12 0.1 = CTpaHuUbl NaMsTH NepeHeceHb!
1341 telegraf 141.4 121.3 1.2 1.66 0.1
79462 kworker/0: 2 27 .8 26.7 1.0 2.90 0.0 »  JloMWHUPYIOT OBpaLLeHUs
1110 systemd-oom 17.4 12.5 1.4 3.66 0.0 K NAMSTU NIOKAJIbHbIX Y3108
= RMA — Remote Memory Access = ABTOMaTMYeCKas MUrpaums CTPaHMUL, MNONOXKMUTENbHO BAMSET HA NPOU3BOAMUTENBHOCTD

MPUNOXEHWI, MHOTOKPATHO 06PaLLAIOLLMXCA K OLHUM U TEM Ke CTPaHWLLAM NamaTy
= LMA — Local Memory Access P ’ P patliatoLl A paHuL

» Ecan dgemv_omp() Bbi3bIBAETCSA OOMH pa3, 6anaHCMPOBLLMK He BK/IOYAETCS

https://github.com/intel/numatop = Ecnmn dgemv_omp() BbI3bIBAETCA MHOTOKPATHO, TO CTPAHMLbI C AAHHbIMW MaccmBa a[](]
http://01.org/numatop nepeMewatotcs Ha gpyrne NUMA-y3nbl, noBbiwaeTcs KO3hPULMEHT NOKaNbHbIX 00paLLeHN



ABTOMaTHM4YeCcKMM nepeHoc cTtpaHmy namatn (Automatic NUMA Balancing)
kernel.numa_balancing=1

OMP_NUM_THREADS=16 ./dgemv_omp_init

$ sudo numatop
*¥*% Monitoring 393 processes and 479 threads (interval: 5.0s)

PID PROC RMA(K) LMA(K) RMA/LMA CPI *¥CPU%%
79877 dgemv_omp_i 627.7 5576.8 0.1 0.68 8.7

1341 telegraf 70.0 117.8 0.6 2.77 0.1
79864 numatop 10.3 18.7 0.6 1.42 0.9

1110 systemd-oom 7.1 5.6 1.3 4.16 0.0

*¥*% Monitoring 393 processes and 479 threads (interval: 5.0s)

PID PROC RMA(K) LMA(K) RMA/LMA CPI *CPU%%
79877 dgemv_omp_1i 2420.6 19563.9 0.1 0.66 32.2
79864 numatop 15.8 70.4 0.2 1.06 0.1
79858 kworker/0:0 56.4 57.6 1.0 3.57 0.0
79666 kworker/u65 47 .5 49.0 1.0 3.09 0.0

1110 systemd-oom 18.7 15.6 1.2 3.14 0.0

*  MHuumanusaumsa notokamu ceomx obnacrten Matpuubl af][] obecneunBaeT BbioeneHue CTpaHuL,
namaTtn ¢ nokanbHbix NUMA-y3n08

= B Bepcmun dgemv_omp_init JOMUHMPYIOT 0BpaLLeHmsa K namMsaTn nokanbHbix NUMA-y3noB
(RMA/LMA=0.1)



OTKNOUYEeHUe aBTOMaTUUYECKOro nepeHoca CTpaHuUL, NamMaTu
kernel.numa_balancing=0

OMP_NUM_THREADS=16 ./dgemv_omp

$ sudo numatop
*¥*% Monitoring 387 processes and 473 threads (interval: 5.0s)

PID PROC RMA(K) LMA(K) RMA/LMA CPI *CPU%%
76078 dgemv_omp 11784.2 5720.1 2.1 0.55 9.9
1341 telegraf 95.0 51.4 1.9 1.47 0.0
76065 numatop 8.3 22.8 0.4 1.18 0.9
0.0 0.80 0.0

76077 perf 2.0 62.6

*¥*% Monitoring 387 processes and 473 threads (interval: 5.0s)

PID PROC RMA(K) LMA(K) RMA/LMA CPI *¥CPU%%
76078 dgemv_omp 31918.4 34492.6 0.9 0.53 42.1
76065 numatop 13.7 115.8 0.1 1.16 0.2
75519 kworker/u65 43.9 46 .4 0.9 3.29 0.0
76018 kworker/0:1 23.0 20.1 1.1 2.93 0.0

1110 systemd-oom 17.5 13.3 1.3 4.54 0.0



OTKNOUYEeHUe aBTOMaTUUYECKOro nepeHoca CTpaHuUL, NamMaTu
kernel.numa_balancing=0

OMP_NUM_THREADS=16 ./dgemv_omp_init

$ sudo numatop
*¥*% Monitoring 389 processes and 475 threads (interval: 5.0s)

PID PROC RMA(K) LMA(K) RMA/LMA CPI *CPU%%
76208 dgemv_omp_1i 264.3 35127.9 0.0 0.49 25.7
76195 numatop 8.5 33.2 0.3 1.18 0.0

1183 sssd_sudo 69.7 68.8 1.0 2.68 0.0
1110 systemd-oom 11.1 9.2 1.2 4.02 0.0
16 ksoftirqd/0 19.6 20.0 1.0 2.85 0.0
76156 kworker/0:0 16.7 16.8 1.0 2.77 0.0
75981 kworker/u65 4.4 8.2 0.5 3.79 0.0

M=N=20000, 16 threads, 2 x Intel Xeon E5-2620 v4 (8 cores), linux 5.18.11

dgemv_omp dgemv_omp _init
NUMA Balancing
Time (sec) GFLOPS Time (sec) GFLOPS
NUMA Balancing off 0.248783 3215.65 0.183197 4366.88

NUMA Balancing on 0.248147 3223.89 0.183158 4367.82




